
Chapter 7

Probability

In this section, we go over some simple concepts from probability theory. We
integrate these with ideas from formal language theory in the next chapter.

7.1 What is it and why should we care?

Probability theory is a conceptual and mathematical treatment of likelihood.
The basic idea is that, in some domain, events may not occur with certainty
and probability allows us to treat such events in a formal and precise fashion.

We might think that linguistic events are all certain. That is, theories
of language are not concerned with judgments or intuitions as events that
occur with something less than 100% certainty. For example, we treat the
grammaticality or ungrammaticality of any particular sentence as being cer-
tain. Thus John loves Mary is completely grammatical and loves John mary

is completely ungrammatical.
Less clear judgments are usually ascribed to performance factors. For

example, the center-embedded constructions we considered in the previous
chapter exhibit gradient acceptability, rather than grammaticality, at least
on orthodox assumptions. Acceptability differences are taken to be a con-
sequence of performance, while grammaticality differences are taken to be a
consequence of grammar.

There are, however, a number of places where probability does play a role
in language. Consider first typological distribution, the range of patterns that
occur in the languages we know about. There are presumably an infinite
number of possible languages, yet the set of extant described languages is
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only a finite subset of those. If a pattern occurs in that subset, do we have
reason to assume that it also holds of the entire infinite set? For example, all
extant languages have something like the vowel [a]. For example, there is no
language where the word for ‘apple’ is fpststsatststsf. Are these representative
of the set of possible languages?

Likewise there are clear skewings among the extant set of languages. Swiss
German exhibits cross-serial dependencies. Dyirbal is syntactically ergative.1

Hixkaryana is VOS.2 Are these really exceptional systems?
A similar problem arises due to electronic corpora. New technology has

made huge corpora available to everyone, but this leads to statistical ques-
tions. For example, if you find no examples of some particular construction
in a Google query, does that mean it doesn’t occur?

All of these facts suggest that it might be reasonable to incorporate a
notion of likelihood into the theory of language.

7.2 Basic probability

We can define the probability of an event e as:

(7.1) p(e) =
n

N

where n is the number of outcomes that qualify as e and N is the total
possible number of outcomes. For example, the probability of throwing a
three with a single die is 1

6
. Here there is a single outcome consistent with

e, and six possible outcomes in total. We can consider more complex cases
too. The probability of throwing a number less than three is 2

6
= 1

3
.

Several important properties follow from this definition. First, it follows
that if an event is impossible, it will have a probability of zero. For example,
the probability of throwing a seven with a single die is 0

6
= 0. Likewise,

the probability of a certain event is one. Thus the probability of throwing a
number less than seven with a single die is 6

6
= 1.

It should also now be clear that the probability of a disjunction of inde-
pendent events is the sum of their probabilities.

1Syntactic ergativity refers to a situation where the subjects of verbs with no objects
exhibit similar behavior to the objects of verbs. This can be opposed to languages like
English where objects behave differently from subjects generally.

2VOS refers to the unmarked word order in sentences: verb – object – subject.
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(7.2) p(e1 ∨ e2) = p(e1) + p(e2)

For example, the probability of throwing a one or a two is the probability of
a one plus the probability of a two.

p(1 ∨ 2) = p(1) + p(2) =
1

6
+

1

6
=

2

6
=

1

3

Another way to look at this is to see e1 and e2 each as sets of outcomes. We
then calculate the disjunction of those events by calculating the probability
over the union of their component events, i.e. p(e1 ∨ e2) = p(e1 ∪ e2).

This generalizes to the disjunction of overlapping events. Imagine we are
interested in the probability of throwing a number less than three e1 or an
even number e2. The first event has these outcomes: {1, 2}, and the second
has these: {2, 4, 6}. Their union is: {1, 2, 4, 6}, so the probability of their
disjunction is p(e1 ∨ e2) = 4

6
= 2

3
.

The conjunction of overlapping events is also straightforward. It is the
simply the number of cases compatible with both events: the intersection of
the outcomes that make up those events. For example, the probability of
throwing a number greater than two and less than five, is the intersection
of the cases compatible with each. Thus, the cases compatible with a roll
greater than two are {3, 4, 5, 6}. The cases compatible with a role less than
five are {1, 2, 3, 4}. The intersection of these is {3, 4}, so the probability of
both occurring is 2

6
= 1

3
.

It also follows that the combined probabilities of all independent events
is one. For example, the probability of throwing a number less than three
is 2

6
and the probability of throwing a number three or greater is 4

6
. Their

combined probability is then 2
6

+ 4
6

= 1.
It now also follows that the probability of some event e not occurring is

1− p(e). For example, if the probability of throwing a number less than two
is 1

6
, and the combined probability of all possible outcomes is one, then the

probability of not throwing a number less than two is 1 − 1
6

= 5
6
.

7.3 Combinatorics

Let’s now consider how to “count cases”. Let’s consider first permutations,
the possible ways of ordering some set of elements. If we have n elements,
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then there are n! ways of ordering those elements. For example, if we have
three elements {a, b, c}, then there are 3! = 3 × 2 × 1 = 6 ways of ordering
those elements:

(7.3) a > b > c a > c > b b > a > c

b > c > a c > a > b c > b > a

We can make intuitive sense of this easily. If we are attempting to order three
objects in all possible ways, we have three ways to choose a first object. Once
we’ve done that, we then have two ways to choose a second object. Once
we’ve done that, we only have a single way to choose a third object. This
gives us: 3 × 2 × 1.

Let’s move back to the gambling/gaming metaphor. How many options
are there for drawing a card off the top of a full deck of cards? 52. How
many ways are there to draw three cards? There are 52 ways to draw a first
card and then 51 ways to draw a second card and 50 ways to draw a third.
Each choice is independent, once the previous card has been selected, so we
have:

52 × 51 × 50

Choosing r objects—some number of cards—from n objects—a full deck
of cards in this case—is a truncated factorial. The easiest way to express
this is like this:

(7.4)
n!

(n − r)!

The logic of this equation is that we do the full factorial in the numerator,
and then divide out the part we are not interested in. In the example at
hand, we put 52! in the numerator, and then divide out 49! because we’re
really only interested in 52×51×50. This may seem like a whole lot of extra
math, but it allows a general expression for these cases.

Notice that this distinguishes the order that we might draw the cards.
Thus the math above counts the same cards in different orders as different
possibilities. If we want to consider the possibility that we draw some number
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of cards in any order, then we have to divide out the number of orders too.
This means we have to divide out the number of permutations for r elements,
which we’ve already seen is r!. There is a special notation for this:

(7.5)

(

n

r

)

=
n!

r!(n − r)!

7.4 Laws

We’ve already seen some of these, but let’s summarize the laws of probability
that we’ve dealt with. First, if some event e exhibits probability p(e), then
e not occurring, written p(e), has probability 1 − p(e).

(7.6) p(e) = 1 − p(e)

Thus, if the probability of throwing a six is 1
6
, then the probability of not

throwing a six is 1 − 1
6

= 5
6
.

If two events A and B are mutually exclusive (their outcomes do not
overlap), then the probability that A or B occurs is:

(7.7) p(A ∨ B) = p(A) + p(B)

Thus, if the probability of throwing a six is 1
6

and the probability of throwing
a five is 1

6
, then the probability of throwing a five or a six is 1

6
+ 1

6
= 2

6
= 1

3
.

If two events A and B are independent, then the probability that A and
B occurs is:

(7.8) p(A ∧ B) = p(A) × p(B)

This is also written p(A, B) and is referred to as the joint probability of A and
B. For example, if the probability of throwing a six is 1

6
, then the probability

of doing it twice in a row is 1
6
× 1

6
= 1

36
.

Here’s a tricky problem. Given n people in a room, what is the probability
that at least two people will have the same birthday? Let’s assume that
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there are four people in the room. The chances that they will have different
birthdays are:

365

365
× 364

365
× 363

365
× 362

365

Therefore the chances that at least two will have the same birthday are:

1 − 365

365
× 364

365
× 363

365
× 362

365
= 1 − 365!

(365 − 4)! × 3654

7.5 Conditional Probability

Let’s now consider the notion of conditional probability. The basic idea is
that the probability of some event may be contingent on the probability of
some other event. Consider, for example, the probability that some child
should be a boy or girl. We can assume that the genders are equally likely.
Given a family of two, where we know one child is a boy, what is the proba-
bility that the other child is a girl?

Consider the sample space; there are four equally probable situations.

(7.9) 1 girl, girl
2 girl, boy
3 boy, girl
4 boy, boy

Given that one child is a boy, we know we are in one of the last three situa-
tions. Among those, the other child is a girl in two out of three cases. Thus
the probability that the other child is a girl is 2

3
.

The conditional probability of A given B is written p(A|B). The definition
of conditional probability is the joint probability p(A, B) divided by the prior
probability p(B).

(7.10) p(A|B) =
p(A, B)

p(B)

We’ve already noted that the joint probability p(A, B) can also be written
p(A ∧ B).
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In the example at hand, we take A to be the event where one child is a
girl and B as the event where one child is a boy. We have p(A, B) = 2

4
, the

probability of the two kids being a boy and a girl. For the probability of a
boy, we have p(B) = 3

4
. (This may seem odd, but follows from observing

that in three out of the four possible situations, at least one child is a boy.)
Thus:

(7.11) p(A|B) =
2
4
3
4

=
2

4
× 4

3
=

8

12
=

2

3

Let’s now consider some interesting properties that follow from this defi-
nition. First, if events A and B are independent, then P (A|B) = p(A). This
follows from the combination of independent events, given in (7.8) above.
That is, if A and B are independent, then p(A, B) = p(A) × p(B).

(7.12) p(A|B) =
p(A, B)

p(B)
=

p(A) × p(B)

p(B)
= p(A)

It also follows that the conditional probability of an event A given all
possible events it could be conditional on is equivalent to p(A) directly. For
example:

(7.13) p(A|B)p(B) + p(A|B)p(B) = p(A)

Here we treat A in terms of some event B occurring and the same event not
occurring. This is, of course, equivalent to:

(7.14)
p(A, B)

p(B)
p(B) +

p(A, B)

p(B)
p(B) = p(A, B) + p(A, B) = p(A)

It should be clear that since B and B exhaust the sample space, we get the
equivalence above.

Thomas Bayes (1702–1761) proposed this equivalence, which follows from
what we have shown above:

(7.15) p(A|B) =
p(B|A)p(A)

p(B|A)p(A) + p(B|A)p(A)
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First, recall that the denominator above is equivalent to p(B). Hence Bayes’
Law is equivalent to:

p(A|B) =
p(B|A)p(A)

p(B)

We then multiply both sides by p(B) and get:

p(A|B)p(B) = p(B|A)p(A)

Finally, from the definition of conditional probability, we know:

p(A|B)p(B) = p(A, B) = p(B, A) = p(B|A)p(A)

There’s almost a mysticism involved in understanding Bayes’ Law. As
shown above, it is a very simple algebraic manipulation. The key conceptual
point is that we can use it to compute p(A|B) without know what p(B) is.

Here is a simple example showing the utility of Bayes’ Law (Isaac, 1995).
Imagine we have a test for some disease. The test has a false positive rate
of 5% (.05) and the distribution of the disease in the population is estimated
at .3% (.003). Assume as well that the true positive rate is .95. If you test
positive for the disease, what are the chances you actually have it?

Assume the following assignments:

A = {tested person has disease}
B = {test result is positive}

p(A) = .003

p(A) = 1 − p(A) = .997

p(B|A) = .05

p(B|A) = .95

This gives us:

p(A|B) =
(.95)(.003)

(.95)(.003) + (.05)(.997)
≈ .05

The chance of a true positive, p(A|B) is only .05. This is a rather surprising
result. Given the low occurrence of the disease and the relatively high false
positive rate, the chances of a true positive are fairly small.
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7.6 Distributions

In this section, we define the notion of a probability distribution, the range of
values that might occur in some space of outcomes. To do this, we need the
notion of a random variable. Let’s define a random variable as follows.

Definition 20 (Random variable) A random variable is a function that

assigns to each outcome in a sample space a unique number. Those numbers

exhibit a probability distribution.

Let’s consider an example. The sample space is the number of heads we
might throw in three consecutive throws of a coin.

(7.16) throw number of heads

(H, H, H) 3

(H, T, H) 2

(H, H, T ) 2

(H, T, T ) 1

(T, H, H) 2

(T, T, H) 1

(T, H, T ) 1

(T, T, T ) 0

There is one way to get three heads, three ways to get two heads, three
ways to get one heads, and one way to get no heads. The probability of
throwing a head on one throw is p(H) = .5. The probability of throwing
a tails is then p(T ) = 1 − p(H) = .5. Call the random variable X. The
probability of throwing some number of heads can be computed as follows
for each combination.

(7.17) p(X = 3) = 1 · p(H)3 · p(T )0 = 1 · (.5)3 · (.5)0 = 1 · .125 · 1 = .125

p(X = 2) = 3 · p(H)2 · p(T )1 = 3 · (.5)2 · (.5)1 = 3 · .25 · .5 = .375

p(X = 1) = 3 · p(H)1 · p(T )2 = 3 · (.5)1 · (.5)2 = 3 · .5 · .25 = .375

p(X = 0) = 1 · p(H)0 · p(T )3 = 1 · (.5)0 · (.5)3 = 1 · 1 · .125 = .125
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The logic here is that you multiply together the number of possible combi-
nations, the chances of success, raised to the same number, and the chances
of failure, raised to the difference.

This is a binomial random variable. It describes the distribution of “suc-
cesses” across some number of trials. If we have n trials and are interested in
the likelihood of r successes, where the chance of success is p and the chance
of failure is q = 1 − p, then we have:

(7.18) p(X = r) =
n!

r!(n − r)!
· prqn−r =

(

n

r

)

· prqn−r

Let’s try this with a linguistic application. Imagine we have a vocabulary
of 100 words, 10 of which are verbs. All words are equally likely. All else
being equal, in a sentence of four words, what are the chances that two of
those words are verbs?

We assume n = 4, r = 2, p = .1, and q = .9. This gives us:

(7.19) p(X = 2) = 4!
2!(4−2)!

· .12 · .94−2

= 24
2·2

· .01 · .81

= 6 · .01 · .81

= .0486

We plot the whole distribution for four trials below.
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Let’s look at binomial distributions in graphical form. Here is the distri-
bution for heads and tails for three throws.

(7.21)
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Here it is for 100 throws.
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(7.22)
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And here it is for 1000 throws.

(7.23)
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The binomial distribution is a discrete distribution. There are also con-
tinuous distributions, where there are an infinite number of points along the
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curve. The most useful one of these is the normal distribution.3

(7.24) f(x) =
1√
2πσ

exp(−(x − µ)2

2σ2
)

The variables to fill in here are µ, the mean of the sample, and σ the standard
deviation of the sample.4 Here is a picture of how this looks for a mean of 0
with points evenly distributed from −5 to 5. (µ = 0 and σ = 2.93.)

(7.25)
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The normal distribution shows up in all sorts of contexts and is very widely
used in various statistical tests.

7.7 Summary

This chapter has introduced the basics of probability theory. We began with
a general characterization of the notion and proceeded to a mathematical
one.

3The expression exp(n) is equivalent to e
n.

4The standard deviation is defined as:
√
∑

(x − µ)2, where x is each value in the
distribution.
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We then considered some basic ideas of combinatorics, how to calculate
the number of ways elements can be ordered or chosen.

We presented some basic laws of probability theory, including Bayes’ Law,
and we defined the notions of joint probability and conditional probability.

Finally, we briefly discussed the binomial and normal distributions.

7.8 Exercises

1. What is the probability of throwing a 3 with one throw of one die?

2. What is the probability of throwing a 3 and then another 3 with two
throws of a single die?

3. What is the probability of throwing a 3 and then a 6 with two throws
of a single die?

4. What is the probability of throwing anything but a 3 and another 3
with two throws of a single die?

5. What is the probability of not throwing a 3 at all in two throws of a
single die?

6. What is the probability of throwing at least one 3 with two throws of
a single die?

7. What is the probability of drawing a jack in one draw from a full deck
of playing cards?

8. What is the probability of drawing four aces in four draws from a full
deck of playing cards?

9. What is the probability of not drawing any aces in five draws from a
full deck of playing cards?

10. For the following questions, assume this inventory:

a e i o u
p t k
b d g
m n N
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(a) In a one-segment word, what are the odds of a word being [a]?

(b) In a three-segment word, what are the odds of a word being [tap]
vs. being [ppp]?

(c) On this story, are segments more like dice or more like cards?


